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Chapter 1. Introduction

Welcome to the Scale Storage Cluster User Guide.

Before logging into your Scale Storage Cluster over the web interface, make sure you have read and fol-
lowed the setup instructions in the Scale Storage Cluster Installation Guittat came with your equip-
ment. The installation guide covers important setup steps that ensure the smooth operation of your cluster.




Chapter 2. Logging In

You can log in to your cluster by pointing your web browser of choice at any of the individual nodes using
the configuration information from your initial setup as detailed in the Installation Guide. The address
you enter into your browser may be an IP address, hostname, or round-robin DNS entry. For example, if
you have all the nodes in your cluster assigned to the DNS entry cluster.example.com, you can
point your browser athttps://cluster.example.com. In the case of a node failure, the IP address
assigned to that node will be moved to an active node in the cluster. You should see the login dialog below.

NOTE: be sure to use the HTTPS protocol when connecting to the web-based Scale
Brick Manager.

Figure 2.1. Logging Into the Scale Brick Manager

g () £ Scale Brick Manager -
nn Bhttps:,{f|:Iuster.fmbar.example.mm,l ¢ Bl Qr Google

Enter Your Credentials To Login

Username

Password

The default username is admin and the default password is scale . The first time you log into the Scale
Brick Manager, you will be presented with a registration dialog (See section Registration).

The Scale Brick Manager uses Adobe Flash, and you may need to install this plugin. The HTTPS protocol
requires you to accept a security certificate before connecting. If it has not been accepted, the following




Logging In

error will occur: Login Error - Could not reach UI server. This error is most likely due to your browser
rejecting the secure certificate installed on the cluster nodes (See Section Certificate Errors below). You

can log out of the Scale Brick Manager by clicking on the Logout button in the upper-right corner of any
screen.

Figure 2.2. Login Error

Enter Your Credentials To Login

Username admin

Password  ****#|

Lagin

Login Error - Could not reach UI
sServer

| Help!

Certificate Errors

When connecting to the cluster for the first time or trying to log in, your browser may complain about the
secure certificate for the web interface. The error will relate to the fact that the certificate is self-signed,
and configured for the localhost domain name. You can safely choose to continue to the site. Most
browsers will allow you to permanently add the certificate to a list of approved certificates.

Firefox

When using Firefox, the browser will present an error page when visiting a site with a self-signed certificate
or invalid domain name.
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Figure 2.3. Firefox Certificate Error

@ — Secure Connection Failed

A public 3. example.com uses aninvalid security certificate,

The certificate is not frusted because itis self signed.
The certificate is only walid for locahost

(Error code: sec_error_untrusted_issuer)

= This could be a problem with the server's configuration, or it could be someone
trying to impersonate the server,

= If you have connected to this server successfully in the past, the error may be
ternporary, and you can try again later,

COr vou can add an excepkion. ..

Click on the link at the bottom of the dialog that says Or you can add an exception.... This will expand into
a box with more information and two buttons: Get me out of here! and Add Exception.... Click on Add
Exception.... A dialog box will appear. Click on the Get Certificate button in the top right of the dialog
box. This will populate the Certificate Status box as seen below. Click on the Confirm Security Exception
button on the bottom of the dialog box.
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Figure 2.4. Firefox Add Certificate

Add Security Exception x|

¥ou are about ko override how Firefox identifies this site,
Legitimate banks, stores, and other public sites will not ask you to do this.

 SEerver

Location: I https: ffpublic3. example. com/ izt Certificate I

— Certificate Skatus

This site attempts to identify itself with inalid information. Wiew |

YWrong Site

Certificate belongs to a different site, which could indicate an identity Eheft,
Unknown Identity
Cettificate is nat trusked, because it hasn't been verified by a recognized autharity,

¥ Permanently store this exception

Confirm Security Exception Zancel

Internet Explorer

When using Internet Explorer, the browser will present an error page reporting a problem with the website’s
security certificate.
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Figure 2.5. Internet Explorer Certificate Error

/2 Certificate Error: Navigation Blocked - Windows Internet Explorer

=1ofx|

m L4 IE, htbps:(f10,101,100,151/

=[]l

'::l Goagle

2]

File Edit ‘Wiew Favorites Tools Help

@va@'@'I@'-@v@v »

i:“" @ Certificate Error: Mavigation Blocked | |

[~
P
@ There is a problem with this website's security certificate.
The security certificate presented by this website was not issued by a trusted certificate
authority.

The security certificate presented by this website was issued for a different website's address.

Security certificate problems may indicate an attempt to fool you or intercept any data you
send to the server.

We recommend that you close this webpage and do not continue to this website.

@ Click here to close this webpage.

& Continue to this website (not recommended).

@ More information

-
| | B

Done Intetmet Yo [ ® 00w -
S
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Figure 2.6. Internet Explorer View Certificate

General | petails | Certification Path |

=
%- Certificate Information

This CA Root certificate is not trusted. To enable trust,
install this certificate in the Trusted Root Certification
Authorities store.

Issued to:  localhost

Issued by: localhost

valid from 12/3/2008 to 12/3/2108

Inskall CertiFicate...l Issuer Statement: |
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Figure 2.7. Internet Explorer Certificate Wizard

Certificate Import Wizard x|

Certificate Store

Certificate stores are system areas where certificabes are kept,

Windows can automatically select a cerkificate stare, or you can specify a location For
i~ Automatically seleck the certificate store based on the bvpe of certificate
% Place all certificates in the Following stare

Certificate store:

Trusted Roaot Certification Authorities Browse, ., I

< Back. Mexk = Cance|

9.

Click on Continue to this website (not recommended). This will temporarily accept the certificate
for this browser session.

Click on Certificate Error in the address bar.

Click on View certificates.

In the Certificate dialog, click Install Certificate. This will pop up a certificate import wizard dialog.
In the Certificate Import Wizard click Next

Select Place all certificates in the following store and click Browse.

Select Trusted Root Certification Authorities and click OK.

Click Next and then Finish

If a security message pops up, choose Yes

You should now be able to log into the site without generating the certificate error.

Remote Support Help

If for some reason you are unable to login to your cluster, you can initiate a remote support session from
the Login dialog by clicking the Help! button.
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Figure 2.8. Login Help

Remote Support

If a critical support issue arises, you have the
option of giving a support engineer secure
remote access to your system for advanced
troubleshooting and analysis. Please contact
Scale Computing at 877-SCALES9 and a tech
support representative will walk you through
the process.

Support Code Enable Rermote Suppaort

Lagin

Call Scale Computing at +1-877-SCALE-59 (877-722-5359) and tech support will give you a remote
support code number you can enter, which will allow our tech support to diagnose the problem remotely.




Chapter 3. Dashboards
Summary Dashboard

When you log into the Scale Interface, you will be presented with the summary dashboard. This dashboard
includes information about the health of your individual cluster nodes, overall storage usage, as well as
any current incoming or outgoing replications.

Figure 3.1. Dashboard Summary

800 Scale Brick Manager &

Dashboards

Disk Usage: Total Size - 5.4 TB Bricks
P Status
10.101.100.191 Up
10.101.100.192 Up
10.101.100.193 Up

Configuration B usea [ avallable
CIFS/NFS/ISCSI

Replication/Snapshot Active Incoming Replications

Maintenance
Mone
Active Outgoing Replications
Target Cluster Status

Office Replication Target 9%

A

The Scale cluster uses thin provisioning This means that space on the physical drives is only used as it is
needed. Disk Usage in the dashboard reports the actual amount of free space on your cluster. You can create
shares and iSCSI LUNSs larger than your current cluster capacity. See Section Thin Provisioning for more
information about thin provisioning. As storage on your cluster is consumed, alerts are triggered at pre-set
levels well in advance of the cluster becoming full. See Section Alerts for more information on configuring
alerts. With the Scale Storage Cluster, expanding capacity is as simple as plugging in a new node.

Bricks lists the individual nodes in the cluster, their public IP addresses, as well as their current status.
Status may be one of the following:

¢ Down — The node is powered off or the cluster management service is unavailable. Unless the node is
powered down, you should call Scale Support for diagnosing the node.

10
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e Up — The normal operating state of a Scale Cluster Node.

* Going Out Of Service, Out Of Service — During an upgrade, nodes will take themselves out of service,
perform the upgrade, then come back into service.

¢ Coming Up — Transitional state when the brick changes from the Down state to either Up or Unhealthy.

¢ Unhealthy — This is an indication that one or more services on a node are not fully operational. In most
cases, a node will recover from an unhealthy state on its own. If a node is unable to recover from an
Unhealthy state in a reasonable timeframe (one or two hours) call Scale Computing technical support
for help in diagnosing the issue.

Active Incoming Replications and Active Outgoing Replications shows any current replication activity on
the cluster. In addition to the target of the active replication process, the display indicates how much of
the replication has been completed.

Node Status

In addition to the summary dashboard screen, you can also view detailed status information for each node
in the cluster. Select the second thumbnail under Dashboards on the left-hand side of the user interface to
view the Node Status screen as shown below.

Figure 3.2. Dashboard Node Status

SCALE e Iz

Dashboards 10.101.100.151 - Up IPM O iSCSI O 10.101.100.53

SCM@ FS® Drives @@ @ @ nFs @ cFs @

10.101.100.152 - Up IPM @ iscSI @ | 1p.101.100.52

SCM@ FS©@ Drives @@ @ @ nFs @ cIFs @

10.101.100.153 - Up IPM @ iSCSI @ | 10.101.100.51

SCM@ FS@ Drives @ @@ @ nNFrs @ ciFrs @

Configuration
CIFS/NFS/ISCSI
Replication/Snapshot
Maintenance

Each node representation displays the following information regarding its current status:

In the upper left corner of each node is the public physical IP address, along with the current status. This
public IP address is the address used by iSCSI initiators when connecting to the cluster. See Section iSCSI
Initiators for more information on how to setup iSCSI connections to the cluster.

11



Dashboards

SCM is the Scale Cluster Managendicator. This component is responsible for managing an individual
node's configuration and provides status and health information to other nodes in the cluster. A green
light indicates normal operation, and that all the services are up and running. The SCM indicator will turn
yellow if there are any issues with a node.

FS is the File Systenindicator, and represents the status of the low-level Scale Cluster filesystem. Green
indicates normal working status. Yellow indicates the filesystem is in a recovery state.

Drives is the Hard Drive indicator, and represents the four physical drives in each node. Green indicates
normal operation, Yellow means the drive is in recovery mode, and a question mark means the drive is
in an indeterminate state. It is normal for drives to come up in an unknown state after a node has been
rebooted. During this time, the clustered file system is checking the integrity of the node's drives, and
returning them to the cluster. A grey light indicates a disk has been removed from service, and that its data
has been re-striped and re-mirrored successfully.

IPM is the IP Managerindicator. This component provides for the load-balancing of round-robin IP ad-
dresses across the nodes in a cluster. Green indicates normal operation. Yellow indicates the IP Manager
component is unhealthy on this node, and may not be participating in IP hosting for NFS and CIFS shares.

iSCSI is the iISCSI Targeindicator, and shows whether the iSCSI server component is operating properly.
Green indicates normal operation. Yellow indicates the iSCSI target component is unhealthy on this node.

NFS is the Network File Systemndicator, and displays whether the NFScomponent is operating properly.
Green indicates normal operation. Yellow indicates the NFS component is unhealthy on this node.

CIFS is the Common Internet File Systamilicator, and shows whether the CIFS (also known as SMB)
component is operating properly. Green indicates normal operation. Yellow indicates the CIFS component
is unhealthy on this node.

NOTE: A question mark in a status indicator means the system was unable to collect
information about that particular component. When a node is down, or unreachable, it
will report all components in an unknown state.

In the right-hand side of each node is a box showing which virtual IP addresses each node is presently
serving. These are the IP addresses associated with CIFS and NFS shares. See Section Shares for more
information on how to setup CIFS and NFS connections to the cluster.

12



Chapter 4. Configuration

The Configuration tab is where you can perform all of the basic configuration tasks related to the cluster,
including setting passwords, DNS configuration, Time server setup, Virtual IP Addresses, Active Directory
Integration, Syslog and Alert configuration.

Password

The first screen under configuration allows you to change the admin password for the entire cluster. Enter
the current password, as well as the new password, and a confirmation of the new password. Select Save
Changes to commit the new password to the entire cluster.

Figure 4.1. Password Configuration

SCALE

Dashboards
Configuration

I&I Reset Admin Password

Old Password

Change Admin Password

DNS

Time Serer New Password
Virtual IPs Verify New Password
M Save Changes
Alerts

CIFS/NFS/ISCSI
Replication
Maintenance

Fa

When you submit changes to the cluster, the Scale Cluster Manager commits the changes to the configu-
ration repository, validates the changes, and distributes the change to all nodes in the cluster in a transac-
tionally safe manner. The procedure guarantees the cluster updates configurations on all nodes, and does
not leave the cluster in a misconfigured state.

13
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Figure 4.2. Committing Changes to the Cluster

Committing Changes To Cluster

Your changes are currently being committed across the
cluster in a transactionally safe manner.

Writing new configuration files

NOTE: The configuration manager will not allow changes to be made to the cluster
unless all nodes are online.

DNS Configuration

It is important that your Scale Cluster have a proper DNS configuration. The cluster IP Manager uses
round-robin DNS information to provide redundant CIFS and NFS connections across the cluster nodes.

You can use the DNS screen under the Configuration tab to specify your internal DNS Servers.

NOTE: If you are planning to use CIFS shares and Active Directory, you should set
your Active Directory server as the primary name server. Failing to do so may cause the
cluster to fail when attempting to join the domain.

In addition to specifying your DNS servers, the Scale Cluster requires a search domain entry for your
Virtual IPs. A search domain allows you to reference computers using only the hostname portion of
the fully qualified domain name. In the following example, if the cluster is looking for a host with
the name marketing, that does not resolve using only the hostname, it will attempt a lookup of
marketing.example.com. Setting up search domains will allow you to specify just the hostname for
targets and permissions when setting up iSCSI, CIFS and NFS storage resources.

14
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Figure 4.3. DNS Configuration

Dashboards
Configuration

DNS Management

Search Domains

example.com
DNS
I&I DNS Servers
Ime—nsl 10.101.100.10

10.101.100.12

CIFS/NF5/ISCSI
Replication

Maintenance LI

Time Server Setup

It is important that the Scale nodes have accurate time settings so that NFS and CIFS shares behave prop-
erly. To keep all of the nodes in sync the nodes use an NTP Time Server. Select the Time Server screen
under the Configuration tab to configure your cluster’s time servers. You can either use your own internal
time server, or point the scale nodes to publicly available time servers. You can find a list of such servers
at http://support.ntp.org/servers.

15
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Configuration

Figure 4.4. Time Server Configuration

| 800 Scale Brick Manager 2] '

Dashboards
Configuration

Time Server Setup

Time Server time.example.com
| Password |

| DNS | Time Zone Pacific v

| Time Server |

| Wirtual IPs |

Revert Commit

| Active Diractory |

| Syslog |

| Alerts |

CIFS/NF5/ISCSI
Replication
Maintenance
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If you are using an external time server, the NTP protocol requires access through any network firewall
for UDP traffic on port 123. Check with your local network admin to make sure NTP traffic is allowed
through your firewall.

NOTE:If you are planning to use CIFS Shares and Active Directory, you should specify
your active directory server as the time server. The default settings for ADS specify that
the time on each computer in the domain needs to be within 5 minutes of the Active
Directory server to join properly. Not using your Active Directory server as the time
server may cause the cluster to fail when attempting to join the domain.

Virtual IP Addresses

The Scale Cluster uses DNS round-robin virtual IP addresses for both load-balancing and failover. These
virtual IPs are configured in the Virtual IPs screen in the Configuration tab. As part of your cluster instal-
lation, you should have created several DNS round-robin IP entries for the cluster under a single hostname.
Enter the name you gave the cluster in the Round Robin DNS Entry field, and click Retrieve IPs. The
cluster will query the DNS servers configured in the DNS screen under the Configuration tab. Retrieved
IPs should list all of the IP addresses assigned in DNS. There should be one round-robin entry for each
node in your cluster. Select Commit Changes to push these IP addresses out to all the nodes in the cluster.

NOTE:If you add nodes to your cluster, and IP addresses to your round-robin entry,
make sure to pull in the new IP addresses by coming back to the Virtual IPs screen, and
retrieving the new list of IP addresses.




Configuration

Figure 4.5. Virtual IP Configuration

e00o Scale Brick Manager & ¥

Dashboards
Configuration

Password
NS
[ TimeServer |
(Sl TES | Retrieved IPs | 10.101.100.51
Active Directory 10.101.100.52
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Alerts

Virtual IP Setup

Round Robin DNS Entry public3 Retrieve IPs

CIFS/NFS/ISCSI
Replication
Maintenance

Revert To Saved Commit Changes
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In the case of a node failure, the Scale Cluster IP Manager will automatically migrate the failed node’s

virtual IP address to a working node in the cluster, and redirect all existing connections to the new node.
This migration occurs without disconnecting existing CIFS and NFS shares.

Active Directory Integration

The Scale Cluster uses Active Directory for access permission when serving CIFS shares, and requires
either a Windows Server 2003 or Windows Server 2008 Active Directory setup.

Active Directory configuration is performed from the Active Directory screen under the Configuration tab.

Basic Settings

The Basic Settings tab under Active Directory configuration includes information needed for the Scale
Cluster to connect to your Active Directory server. Information needed includes:

¢ Administrator username for the Active Directory Server. This does not have to be the traditional Ad-
ministratoraccount, but needs to be an account with sufficient privileges to access the Active Directory
server and add a new machine to the domain.

¢ Account password

¢ The name of the domain

¢ The name of the server to which you want the Scale cluster to connect. This should be the Fully Qualified
Domain Name of the server. This is important for proper population of Kerberos settings.

» The server version of the Active Directory machine. The Scale Cluster supports Windows Server 2003,
and 2008. The Other option is for non-traditional servers; however, Scale does not provide support for
non-Microsoft ADS implementations, and cannot guarantee interoperability with these platforms.

17
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Figure 4.6. Basic Active Directory Configuration

800 Scale Brick Manager &
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Once you have provided all of the information for connecting to your Active Directory server, and are
satisfied that your Active Directory settings are correct, click on the Commit Changes button. You can test
the new settings using the Test Setting button. If there are any errors in your configuration information,
the Cluster Manager will return an error.

If you need to update the user password at a later time, you can click the Change button in order to enable
the password fields.

For most environments, these settings are all you need to provide for proper Active Directory integration.

NOTE:If the ADS server isn't specified as your primary DNS server and time server,
then joining the domain may fail.

Active Directory UID Mapping

Because the Scale Cluster supports both CIFS and NFS protocols on a single share, it is important that
user and group identifiers map properly from one protocol to the other. The UID Mapping tab allows you
to change the range of POSIX UIDs and GIDs that are mapped to CIFS user and group identifiers.

In almost every case, the default UID mappings should be sufficient. In rare instances, you may need to
configure non-default mappings if your environment includes existing Samba servers, or other systems
not participating in the Active Directory domain. If these systems need to connect to the Scale Cluster and
the default UID/GID mappings conflict, you can alter the UID and GID range from this tab.
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Figure 4.7. Active Directory UID Configuration
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Advanced KRB Settings

Active Directory uses a form of Kerberos authentication (KRB). In most cases, the default KRB set-
tings are sufficient, and the Server Cluster is able to populate KRB information based on the basic Active
Directory information provided. The Advanced KRB Settings tab will display the current information it
is using, which you can use to verify the settings.
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Figure 4.8. Advanced KRB Settings
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The KRB Realms table allows you to specify multiple realms available to the Scale Cluster. You must
specify the Realm Name, the Admin Server for the realm typically the Master KDC Servess well any
KDC host for the realm.

KRB Default Realm allows you to select the default realm to which the Scale Cluster will connect if
multiple realms have been added to the KRB Realms table.

KRB Realm Map allows you to specify mappings from domain names to the realms to which they be-
long. Host names and domain names entered in the Subdomain column should be in lower case. A period
prefixing a name indicates a subdomain, while entries without a period prefix indicate a hostname. If no
translation is applicable, a host's realm is considered to be the domain portion of the hostname converted
to upper-case. The entry example . com in the example above ensures the host example . com does not
map to the realm COM.

Syslog Server Setup

The Scale Cluster allows forwarding of log messages to an external syslog server. You can provide the
hostname or IP address of the syslog server by selecting the Syslog button under the Configuration tab.
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Figure 4.9. Syslog Server Setup
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The Scale Cluster can send administrators email alerts when important events occur in the cluster. The
Alerts button under the Configuration tab allows you to configure the SMTP server you wish to use, as
well as email addresses for one or more recipients.

Outgoing SMTP Server is the mail server you wish to use to send alert emails. This server must allow
incoming unauthenticated SMTP requests on the default port 25. You can add and remove recipients in
the Email Address table using the + and - buttons.

Once you have committed your SMTP and email recipient list, Send Test Email allows you to check
whether the Scale Cluster is able to send email using the configured Outgoing SMTP Server. You can
indicate what level of alert to send using the Status dropdown.
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Figure 4.10. Alert Setup
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Alerts are coded at one of three levels of severity: Low, Medium, and High. Every alert email will include
the severity, as well as the name of the cluster in the Subject header, which can be used to filter incoming
alerts. The Scale Cluster currently supports the following alerts:

Troubleshooting Node Failuren the unlikely event of a node failure, make sure to
double-check that both power and network cables are properly seated and terminated.
The most common cause for node failures is related to networking issues. The Scale
Cluster private network is a high-traffic interface, and marginal cables, or a misconfig-
ured switch that appears to work fine under low-traffic scenarios can fail under load,
causing excessive packet loss and possible node failure. Contact Scale Computing tech-
nical support and they will help you diagnose the node failure.

* Free Space Alert, Low Priority This alert is sent when your cluster reaches 70% of its usable capacity.

* Free Space Alert, Medium Priority This alert is sent when your cluster reaches 80% of its usable capacity.

* Free Space Alert, High Priority This alert is sent when your cluster reaches 90% of its usable capacity.
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Rebalance Success, Medium Priority This alert is sent when the cluster has successfully replicated and
rebalanced data after a drive failure.

Disk Down, Medium Priority Indicates a drive is being reported in a down state, and that data which
was on that disk is being replicated.

Disk State Change, Medium Priority Sent when a drive changes state, typically when it is exiting from
a down state.

Service Failure, Medium Priority Sent when one of the Scale Computing services on a node in the cluster
has failed. The alert will indicate which error was reported to the system. In most cases services should
restart automatically.

Brick Up, High Priority This alert is sent whenever a node in the cluster returns to operation after a
down period.

Brick Down, High Priority This alert is sent when the cluster detects a node has gone down.

Rebalance Failure, High Priority This alert is sent when the cluster was unable to rebalance and mirror
data after a drive or node failure. While all data is still available, this error is an indication there is not
full redundancy across the cluster. Contact Scale Computing technical support immediately.

Filesystem Startup Failure This indicates the Scale Cluster filesystem failed to start properly. You should
call Scale Computing support immediately.

Critical File System Error This indicates a critical issue with the Scale Cluster Filesystem. You should
call Scale Computing support immediately.

Disk restarted successfully This alert occurs when a disk reports an error, but is still operational.

Disk restart failure This alert occurs when a disk reported errors, and could not be restarted. This alert
is typically followed by further alerts relating to the disk being removed from the cluster. If you see
several of the Disk Restart alerts for the same disk, it could indicate that disk is still operating, but is
going to fail soon. While the system will properly remove the disk and replicate your data if it does fail,
Scale support can take measures to move all data off of the disk before it fails, thus providing maximum
protection for your data.
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Chapter 5. ISCSI, CIFS and NFS
Management

The Scale Cluster supports iSCSI, CIFS and NFS protocols on the same cluster, all running at the same
time. The CIFS/NFS/iSCSI tab in the Scale Brick Manager is where targets and shares are created and
managed.

Thin Provisioning

Unlike traditional drive partition schemes, where the physical size of a partition is allocated and reserved at
the time of creation, the Scale Cluster uses a Thin Provisioningstrategy. When you create an iSCSI LUN,
the Scale Cluster only allocates the minimum number of blocks necessary on the physical devices. As data
is written to a LUN additional blocks are consumed as necessary. The used drive space graph presented
on the home screen of the dashboard reflects the actual space consumption on the physical drives, and not
the total storage size configured for every individual LUN.

NOTE:LUN Resource usage follows a high-water markehavior. As space is allocated
to a LUN, storage is consumed even if that data is later deleted from the LUN.

Unlike LUNSs, which mimic a physical device to clients, Shares have access to the entire storage pool of
a cluster unless limited by a quota. Shares only consume space as files are written to the share. Deleting
a file returns that space back to the cluster pool.

The Scale Cluster allows you the flexibility to overcommityour storage at configuration time. You only
need to add additional physical capacity when it is truly needed. The Scale Cluster will send alerts when
you are at 70%, 80% and 90% of actual disk use, giving you plenty of time to mitigate storage problems,
or add additional capacity.

For example, consider a situation where you have 7 projects each requesting 1TB of storage on a 3TB
Scale Cluster for archiving, but real usage will start small, and grow slowly over time. You can create
the 7 1TB iSCSI LUNSs, connect them to their relevant servers or workstations, and each computer will
see the drive as a full 1TB resource. Behind the scenes, the Scale Cluster will allocate resources on the
physical drives as each client writes data to its target. The Scale Cluster will send you an alert when you
need to add additional storage. If projects never need their entire 1TB of storage, you can avoid purchasing
unnecessary resources.

ISCSI Management

The iSCSI button under the CIFS/NFS/iSCSI tab in the Scale Brick manager is where you can create and
modify your iSCSI targets and LUNs. The main iSCSI Management screen shows a list of existing targets,
any LUNs provisioned for that target, as well as target details. You can click on a target in the Targets
table in the upper left to view more details.
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Figure 5.1. iISCSI Management
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Creating a new iSCSI Target

To create a new iSCSI target, click on the + button below the Targets table. This will bring up a target
creation dialog as shown below.
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Figure 5.2. Creating an iSCSI Target

Create iSCSI Target x

General CHAP

Target Name

CRC |_| Header | | Data
Compatibility | -
Access List ALL
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First, assign the target a name. Depending on your particular iSCSI initiator, you may need to also configure
checksums (CRC) for Header and/or Data. For the Compatibility setting, the Generic option is the best
choice. GlobalSAN devices require specific LUN Identifiers in order for the Scale Cluster to interoperate
properly. For compatibility with GlobalSAN devices, choose the GlobalSAN option in the Compatibility
dropdown. Finally, you can add or remove IP addresses from the Access List. Access list entries must be
full IP addresses in dotted notation:

192.168.0.101

or IP/CIDR address ranges. The following Access List entry would allow connections from hosts within
the IP address range 192.168.0.1  to0 192.168.0.254

192.168.0.0/24

An entry of ALL allows all connections to the target.
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CHAP Authentication

iSCSI targets support Challenge Handshake Authentication Protocol (CHAP), which can be configured
from the CHAP tab when creating a new target, or modifying an existing target.

Figure 5.3. CHAP Configuration for a new iSCSI Target
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When creating a new Incoming CHAP entry, you will be prompted for credentials.
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Figure 5.4. Adding CHAP Credentials to an iSCSI Target

Credentials

Username

Password

Confirm Password

| Cancel [ | Save |

If your initiator only provides for unidirectional CHAP authentication, this is the only CHAP information
you need to provide.

If your iSCSI initiator supports bidirectional CHAP authentication, you will also need to provide Outgoing
CHAP credentials. You can setup Outgoing CHAP authentication by filling out the Username, Password,
and Confirm fields in the lower half of the CHAP tab.

When you have completed the General and CHAP configuration for your new iSCSI target, you can click
on the Create iSCSI Target button to submit your changes to the cluster. Your new target will appear in
the Targets table of the iSCSI Management screen.

You can see the details of a new Target in the Target Details section of the iSCSI Management screen.
In particular, you can find the IQN or iSCSI Qualified Name. This is a specially formatted string that
uniquely identifies the iSCSI target.

Modifying an iSCSI Target

To modify an existing iSCSI Target, click on the Modify button under the iSCSI Targets table. This will
bring up the same dialog you used when first creating the iSCSI target.

NOTE:If you change the authorization list for your iSCSI target, existing connections
that no longer match an entry in the authorization list will be dropped.

Deleting iISCSI Targets

You can delete iSCSI targets by clicking on the - button just below the Targets tab. Before you can delete a
target, all LUNs assigned to that target must either be deleted, or assigned to another target on the cluster.
See Section Modifying iSCSI LUNs for more information on modifying or deleting LUNs.

Creating iISCSI LUNs

Every iSCSI target is divided into Logical Unit Numbers (LUN). Each LUN represents an individually
addressable SCSI device that is a part of a SCSI device (or target). Each LUN can be seen as a physical
drive from the perspective of the iSCSI initiator.

WARNING:Unlike CIFS or NFS shares, an iSCSI LUN is seen by clients connecting
to it as a raw drive. Any filesystem management is performed at the operating system
level of the client computer. While the iSCSI protocol allows attaching multiple devices
to a single LUN, most filesystems do not support concurrent access. Unless you are sure
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your filesystem supports such concurrent access, DO NOTconnect multiple clients to a
single LUN. Windows’ NTFS does not support concurrent access to a single filesystem
from multiple computers.

The Scale Cluster allows you to create multiple LUNS for each target. To add a LUN to a target, select
the target from the Targets table in the iISCSI Management screen, and then click the + button below the
LUNSs Table.

Figure 5.5. Create an iSCSI Target LUN
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Provide a LUN Name, as well as the size for your new LUN. You can also specify the Target to which
you want this LUN assigned. The default is the currently selected target. To apply your changes, click on
the Create iSCSI LUN to commit the new LUN to the cluster.

NOTE: Unlike CIFS and NFS shares, an iSCSI LUN represents a physical device. You
cannot change the size of a LUN after it has been created. Be sure to plan accordingly
when setting up your storage layout. Because LUNS are thin provisioned, you can create
a LUN that anticipates future needs without consuming existing resources unnecessarily.

Your new LUN will appear in the LUNs table. In addition to the name and size you provided, the Scale
Cluster assigns a LUN ID and Serial Number that can be viewed in the LUNS table.

Modifying iISCSI LUNs

You can change the name of a LUN, or the target to which it is assigned by selecting the target and LUN
in the iSCSI Management screen and clicking the Modify button beneath the LUNSs table. The size fields
are grayed out, and are not changeable.

You can delete a LUN by selecting the target and LUN, and clicking the - button below the LUNs table.
LUNSs are not immediately deleted. Instead, they are moved into the Trash, where they can be recovered,
or permanently removed. See Section Trash for more information.

Connecting iSCSI Initiators to a Scale Cluster

When configuring an iSCSI initiator to connect to a Scale Cluster, make sure you use the Public IP ad-
dresses of the Cluster. These are the IP addresses listed in the upper left-hand corner of each node in the
dashboard (See Section Node Status). You can choose to connect an iSCSI Initiator to any of the nodes
in the cluster.

Many iSCSI initiators support the concept of Multipathing This allows an initiator to specify multiple
IP addresses for purposes of redundancy or scalability. You can specify any of the public IP addresses
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assigned to nodes in the scale cluster. If your iSCSI initiator uses a primary IP address, or does not support
multipathing, you may want to choose different nodes when connecting multiple clients to the cluster. This

will distribute the networking load across the entire cluster.

WARNING: Do not use the round-robin IP addresses assigned to your cluster for con-
necting iSCSI initiators. Round-robin IP addresses will move between nodes in the
event of a node failure. This behavior is intended to provide redundancy for CIFS and
NFS shares only. iSCSI Initiators perform their own failover mechanism through mul-

tipathing, and require fixed IP addresses.

Shares

The Scale Cluster provides support for Sharesusing the NFS and CIFS protocols. Any share can be
configured to support either protocol, or both at the same time. Unlike iSCSI LUNs, where clients are
given raw storage space that must be managed by the client operating system, Shares are managed by the
Cluster itself, and access to folders and files are provided to multiple clients.

Shares are managed by clicking on the Shares button under the CIFS/NFS/iSCSI tab. You can view details
about shares by clicking on a share name in the Shares table. To the right of the table, it shows the name
and description of the share, along with any relevant CIFS or NFS permissions.

Figure 5.6. Shares
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You can create a new share by selecting the + button underneath the Shares table.
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Figure 5.7. Creating a New Share
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In addition to providing a name and description of the share, you can select which protocols the share
should support, as well as indicate whether you want a global quota applied to the share. This will limit
the amount of storage available to the share over both NFS and CIFS. Because storage allocated to shares
is managed by the Scale Cluster, you can adjust the quota for a share after it is created. Like iSCSI LUNS,
shares are thin provisioned, so you can assign a quota larger than your current cluster capacity.

When you select NFS and/or CIFS, permissions tables appropriate to those protocols are populated in
the lower table. You can toggle between the CIFS and NFS permissions tables by clicking the dark gray
headers labelled CIFS and NFS.

NOTE: Active Directory is a requirement for CIFS support. See Section Active Directory for more infor-
mation on how to configure Active Directory support on the Scale Cluster.

In the above figure, you can see that the Share creation dialog has automatically populated group informa-
tion from the Active Directory configured for this Scale Cluster, You can assign an Access Level to each
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group. The different permission levels are: No Access, Read/Write, or Read Only. By default, all groups
are given No Access. You can use the Group Filter field at the bottom of the CIFS permission section to

limit the list of groups shown to more easily find the group you need.

You are required to set a default group to assign to new files written to the share. This group is selected

in the Default column of the CIFS Permission table.

Figure 5.8. Setting NFS Permissions on a Share
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In the above example, all hosts on the network have read-only access to the share, while hosts with an IP
address in the 192.168.0.1  t0192.168.0.254  range have read/write access. NFS permissions can
also be hostname-based, such as server.example.com ,although using IP addresses is recommended.

NFS provides for both synchronous and asynchronous write styles. You can determine how you want
individual IP assignments to access the NFS share under the Write Style column. Synchronous write style
means the NFS protocol will wait until it has received an indication data has actually been written to disk
before it confirms the write to the client. Asynchronous write style means that NFS immediately indicates
a write has completed to the client, even though the actual data may still be in cache. Synchronous writing
is much more robust, but significantly impacts performance, as the NFS subsystem must wait for data to
be propagated across the cluster before it can confirm the write operation. A single share can support both
synchronous and asynchronous client connections.

NFS permission entries can be deleted using the - button at the bottom of the table.

NFS Mount Options

When mounting NFS shares on a client you can optimize the performance of your Scale Cluster by fine-
tuning the read and write block size. Set the read and write block sizes on the client with the rsize  and
wsize options:

rsize=32768,wsize=32768
Using the mount command, you would apply these settings with the -0 argument:
mount -0 rsize=32768,wsize=32768 cluster:/fsO/shares/acct /mnt/acct

Larger block sizes typically offer greater throughput. While you will want to test for your particular envi-
ronment, a setting of 32,768 bytes is the recommended value for most environments.

NFS Storage Space Reporting

From client computers, NFS shares will report their raw storage values, which reflects the mirroring of data
that is taking place on the Storage Cluster. For example, if you have a 50GB share, df will report the total
size of the share as 100GB. If you write a 1 GB file to the share, the used space will be reported as 2GB.

Modifying Shares

You can modify a share by selecting it in the Shares table, and then clicking the Modify button in the
lower-right corner of the Shares Management screen. This will bring up the same dialog used when creating
your share. See the previous section for information on particular settings.

You can delete a share by selecting it in the Shares table, and clicking on the - button at the bottom.

Figure 5.9. Confirm Delete
Confirm Delete

Move this share to the trash?

This will not immediately delete the share. Rather, it will be moved to the Trash where it can either be
recovered, if you later decide you need the share, or deleted permanently.
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Trash

The Trash button under the CIFS/NFS/iSCSI tab is where you can manage deleted LUNs and shares.

Figure 5.10. Trash
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If you have deleted a LUN in error, you can restore it by selecting the LUN name in the Trash table, and
clicking the Restore Item button. When restoring a LUN, you will have the option of assigning a new
name and target to the LUN:

Figure 5.11. Restoring a LUN
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If you have deleted the original target to which this LUN was assigned, you can use this dialog to attach
the LUN to a new target.

Similarly, you can restore a share by selecting the share name in the Trash table, and clicking the Restore
Item button.

Figure 5.12. Restoring a Share
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You can delete individual items by selecting them, and clicking the Delete Item button. You can remove
all the items in the Trash by clicking the Empty Trash button.
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The Replication/Snapshot tab in the Scale Brick Manager is where you configure and monitor snapshots
and replications. Version 2.0 of the Scale Storage Cluster supports storing up to 32 snapshots at one time,
with up to 4 user reserved snapshots. The Scale ICS architecture allows for multiple concurrent replications
to multiple clusters, providing for n-way backup and protection of your data. Each replication of the cluster
includes all of the LUNs and shares currently configured.

Setup Outgoing Replication

The default section under the Replication/Snapshot tab is Outgoing Setup. This screen allows you to create,
modify and delete replications from the current cluster, as well as check on the status of currently running
or scheduled replications.

Figure 6.1. Outgoing Replication Setup
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The outgoing replication schedule table lists all of the currently scheduled or running replications for the
cluster. Each row lists the target of the replication, how often the replication is scheduled to be run, the
last time the replication was started, as well as the current status of the replication.

Manually Running a Replication

You can manually run a replication at any time by entering the IP address or hostname of the target cluster in
the Hostname at the bottom of the screen, and clicking on the Run Now button. You can track the replication
in either the Outgoing Log or on the Dashboard. If you select a scheduled replication the Hostname field
is automatically populated, and you can start a replication immediately to that target cluster.

Adding a Scheduled Replication

To add a new scheduled replication, click on the + button in the lower-right of the screen. You will be
presented with the dialog below.
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Figure 6.2. Add a Scheduled Replication
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The Continuous schedule option will cause the cluster to initiate a new replication immediately after the
currently running replication is complete. Daily snapshots are taken at midnight, cluster time. The time
it takes for a replication to complete is based on the amount of data that has changed since the previous
replication, as well as the bandwidth available between the source and target clusters. In some cases,
particularly with shorter frequencies, a replication may still be running when the next replication is due to
begin. In these cases, the replication service will delay starting a new replication until the next designated
start time.

Click the Schedule button to save the replication schedule. Unless you have selected a Daily schedule,
the cluster will immediately begin the first replication. You can close the dialog without creating a new
scheduled replication by clicking the x in the upper-right.

Modifying a Scheduled Replication

You can modify a scheduled replication by selecting the replication in the Outgoing Replication Schedule
table, and clicking on the Modify button. You will be presented with the following dialog where you
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can change the scheduled replication settings. Click on the Schedule button to save the changes. You can
cancel the changes by clicking the x in the upper-right.

Figure 6.3. Modify a Scheduled Replication

Modify Replication Schedule b 4
Target Hostname 10.101.1.201
Schedule Every 4 Hours - |

Schedule |

Deleting a Scheduled Replication

You can remove a scheduled replication by selecting the schedule in the Outgoing Replication Schedule
table and clicking the - button in the lower-right. Any currently running replication will continue.

Outgoing Replication Log
The Outgoing Replication Log screen provides a history of all replications from the cluster.

Figure 6.4. Outgoing Replication Log

8,00

Scale Brick Manager &

Dashboards Outgoing Replication Log
Configuration
Target Cluster Start Time ¥ | Elapsed Time Status
CIFS/NFS/ISCSI
Replication/Snapshot Office Replication Tar 2000-10-12 17:03:35 02:44:30 Success
Office Replication Tar 2009-10-07 15:00:03 00:03:30 Success
SepCutaoing Office Replication Tar 2009-10-07 13:16:55 01:26:57 Success £
Outgoing Log Office Replication Tar 2009-10-04 03:00:03 00:08:36 Success |
Incoming Log Office Replication Tar 2009-10-03 23:00:03 00:31:51 Success
Office Replication Tar 2009-10-03 19:00:03 00:09:29 Success
Restore To Local
Office Replication Tar 2009-10-03 15:00:03 00:02:54 Success
Snapshots
|—| Office Replication Tar 2009-10-03 11:00:03 00:02:55 Success
Office Replication Tar 2009-10-03 07:00:03 00:11:41 Success
Office Replication Tar 2009-10-03 03:00:03 00:26:15 Success
Office Replication Tar 2009-10-02 23:00:03 00:02:59 Success v |
Hostname Run Mow
Maintenance
g

Each entry in the outgoing log includes the target cluster of the replication, the start time, the amount of
time it took for the replication to complete, and the status of the replication.

You can start a manual replication by filling in the Hostname field in the bottom right, and clicking the
Run Now button.
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Incoming Replication Log

The Incoming Replication Log screen provides a history of all replications to the cluster.

Figure 6.5. Incoming Replication Log

8no Scale Brick Manager &
Dashboards Incoming Replication Log
Configuration
Source Cluster Start Time ¥ | Elapsed Time Status
CIFS/NFS/ISCSI
Replication/Snapshat Demo Cluster 01 2009-09-22 14:59:19 03:57:58 Success sl
Demo Cluster 01 2009-09-22 13:00:06  00:37:54 Success
TR Demo Cluster 01 2009-09-22 12:00:04 00:02:08 Success
Outgeing Log Demo Cluster 01 2009-09-22 11:00:04 | 00:00:13 Success
Incoming Log Demo Cluster 01 2009-09-22 10:00:04 00:00:17 Success ~
Demo Cluster 01 2009-09-22 09:00:04 00:02:07 Success -
Restore To Local
Demo Cluster 01 2009-09-22 08:00:04 00:02:09 Success
Snapshots
Demo Cluster 01 2009-09-22 07:00:05 00:02:07 Success
Demo Cluster 01 2009-09-22 06:00:05 00:02:11 Success
Demo Cluster 01 2009-09-22 05:00:04  00:02:19 Success -
Demo Cluster 01 2009-09-22 04:00:04 00:00:16 Success
Demo Cluster 01 2009-09-22 03:00:05  00:02:10 Success _
v
Maintenance —
£

Each entry in the incoming log includes the source cluster of the replication, the start time, the amount of
time it took for the replication to complete, and the status of the replication.

Restoring a LUN/Share

The Restore To Local screen allows you to restore LUNs and shares from replications residing on the
current Scale cluster, or on remote clusters.

Figure 6.6. Restore To Local

(< NS NG) Scale Brick Manager =]
Dashboards Restore Share/LUN
Configuration .
Source Site Name Share/LUN Name
CIFS/NFS/ISCSI
Replication/Snapshot Filter ¥l ¥
Setup Outgoing Source Site Type Name Size Date ¥ | Status
local Share tftpboot 2009-09-30 03:00:03 Bl
Outgoing Log
local Share swvn 2009-09-30 03:00:03
Incoming Log
local Share home 2009-09-30 03:00:03
ResomaoiLocs local Share irs_data 2009-09-30 03:00:03
snapshots local LUN zimbra-lun0d 250 GB 2009-09-30 03:00:03
local LUN vmprod01 250 GB 2009-09-30 03:00:03
local LUN vmstor0o1l 250 GB 2009-09-30 03:00:03
local Share svn 2009-09-29 23:00:03 -
v
Restore
Maintenance
A
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In the middle of the Restore To Local screen is a table of all available LUNs and shares which can be
restored. You can use the Filter above the table to list only specific entries based on the name of the cluster
where the replication resides, or the name of the LUN or share.

Figure 6.7. Filtering Restore Entries

Aano Scale Brick Manager 2}

Dashboards Restore Share/LUN
Configuration .
Source Site Name Share/LUN Name
CIFS/NFS/ISCSI
Replication/Snapshat Filter | local ¥ | | vmstoro1 v
Setup Outgoing Source Site Type Name Size Date ¥ Status
local LUN vmstor0ol 250 GB 2009-09-30 23:00:03 -
Outgeing Log o
local LUN vmstor01l 250 GB 2009-09-30 19:00:03
Inceming Log
local LUN vmstor0l 250 GB 2009-09-30 15:00:03
Restore To Local local LUN  vmstor01 250 GB 2009-09-30 11:00:03
Snapshots local LUN vmstor0l 250 GB 2009-09-30 07:00:03
local LUN vmstor01l 250 GB 2009-09-30 03:00:03
local LUN vmstor0l 250 GB 2009-09-29 23:00:03 =
local LUN vmstor0ol 250 GB 2009-09-29 19:00:03 J
-
Maintenance
A

To restore a LUN or share, select the specific item you are interested in restoring from the list of available
replications, and click the Restore button. If you are restoring a LUN you will be presented with the
following dialog:

Figure 6.8. Restore LUN Dialog

Restore Replicated iSCSI LUN x

LUN Name wvmstor0l
Size

Target | vVimware - |

| Restore Replicated ISCS1 LUN |

The Scale cluster will not allow you to restore a LUN or share over an existing item with the same name.
Once you have chosen a new LUN Name and identified the LUN's Target, click the Restore Replicated
iSCSI LUN button to restore the LUN.

Restoring a share presents a share-specific dialog:
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Figure 6.9. Restore Share Dialog

Manage Share x
MName mysql
Description patabase share
| | CiFs |w] WFs
[ | Use Quota Quota v
NF3
Hosts Permissions | Write Style
dbl.sql.scalecomputing.com Read/Write Async
+
Restore Replicated Share |

As with LUNSs, the Scale cluster will not allow you to restore a share over an existing share with the
same name. When restoring a share, the original share preferences and permissions are saved. You can
change these settings before restoring the share. See Section Shares for more information on setting share
properties. Once you have configured the share properties, click the Restore Replicated Share button to
restore the share to the local cluster.

Snapshots

At the heart of the Scale cluster replication system are snapshots. Snapshots are a way of saving the data
held by the entire cluster at a specific point in time. Scale cluster snapshots use a method known as copy-
on-write, which means a snapshot consumes no additional space on the cluster until a file is changed. The
Scale cluster can hold up to 32 snapshots, 4 of which can be user-specified. The remaining snapshots are
used by the replication system. Clicking on the Snapshots button shows a list of all the current snapshots
on the system.
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Figure 6.10. Snapshots

ano Scale Brick Manager 2}

Dashboards Snapshots
Configuration
Timestamp ¥  Used By Status
CIFS/NFS/ISCSI
Replication/Snapshot 2009-10-12 17:03:42 Replication Valid
2009-10-07 15:00:03 Valid
= ARERT 2009-10-07 13:17:10 valid =
Outgoing Log 2009-10-04 03:00:03 Valid _
il 2009-10-03 23:00:03 Valid
2009-10-03 19:00:03 Valid
Restore To Local
2009-10-03 15:00:04 Valid
Snapshots
2009-10-03 11:00:03 Valid
2009-10-03 07:00:03 Valid
2009-10-03 03:00:03 Valid
2009-10-02 23:00:03 Valid z
Take Snapshot
Maintenance
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Taking a Snapshot

Taking a snapshot of your Scale cluster is done with the Take Snapshot button. You will see a new entry
in the list of snapshots when the snapshot is complete. User snapshots are marked in the Used By column
with User.

Figure 6.11. User Snapshots

(L NeN&) Scale Brick Manager &

Dashboards Snapshots
Configuration
Timestamp ¥  Used By Status
CIFS/NF5/ISCSI
Replication/Snapshot 2009-10-13 17:29:33 User Valid
2009-10-12 17:03:42 Replication Valid
ST 2009-10-07 15:00:03 valid =
Outgeing Log 2009-10-07 13:17:10 Valid
—
e e 2009-10-04 03:00:03 Valid
2009-10-03 23:00:03 Valid
Restore To Local
2009-10-03 19:00:03 Valid
Snapshots
2009-10-03 15:00:04 Valid
2009-10-03 11:00:03 Valid
2009-10-03 07:00:03 Valid
2009-10-03 03:00:03 Valid z
Take Snapshot
Maintenance
£

If you have reached the snapshot maximum, and attempt to create another snapshot, you will receive the
following dialog:

42



Replication/Snapshot

Figure 6.12. Reaching Snapshot Maximum

Maximum system snapshots limit

reached. Please release an unneeded
snapshot before proceeding.

Retaining and Releasing Snapshots

The Scale cluster holds up to 32 snapshots at any one time. As replications are taken, they consume snap-
shots. When the 32 snapshot limit is reached, the system will delete the oldest snapshots. You can choose
to retain snapshots so they are never deleted. To retain a snapshot select the snapshot in the table and click
the Retain Snapshot button. A retained snapshot will be marked in the Used By column with User. Manual
snapshots are automatically retained as User. Retained snapshots will not be evicted by the cluster, and
cannot be deleted until they are manually released. To release a snapshot select the snapshot in the table
and click the Release Snapshot button.

You can identify retained snapshots by looking at the Used By column in the snapshot table. If a snapshot
is marked as being used by either Replication or User it is currently being retained.

Deleting a Snapshot

While the system will automatically delete the least-recently-used snapshot that is not retained when it
reaches its maximum of 32, you can selectively delete unretained snapshots manually. Select the snapshot
you wish to delete and click the Delete Snapshot button. A confirmation dialog will be presented:

Figure 6.13. Delete Confirmation

Confirm

Are you sure you want to delete this

snapshot?

Click OK to permanently delete the snapshot, or Cancel to keep the snapshot. Deleting a snapshot in the
user interface schedules the snapshot for deletion, which is completed shortly thereafter by the clustered
file system. Until the snapshot is deleted, the user interface will show it as marked for deletion.
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Figure 6.14. A Snapshot Marked for Deletion

| | Timest; v | Used By Status
| CIFS/NFS/ISCSI |
Repll /Snapsh 2009-10-13 17:30:34 Marked For Delete
2009-10-12 17:03:42 Replication Valid
2009-10-07 15:00:03 Valid B
valid
-
2009-10-04 03:00:03 valid
2009-10-03 23:00:03 Valid
2009-10-03 19:00:03 Valid
.
2009-10-03 15:00:04 Valid
2009-10-03 11:00:03 Valid
2009-10-03 07:00:03 Valid
2009-10-03 03:00:03 Valid -
Take Snapshot | ‘ Retaln Snapshot | | Release Snapshot | | Delete Snapshot
Maintenance
EEESSS——
VA

You cannot delete a retained snapshot. If you attempt to delete a retained snapshot, you will receive the
following warning:

Figure 6.15. Trying to Delete a Retained Snapshot

This snapshot is being retained and

cannot be deleted.

Once you have released the snapshot with the Release Snapshot button, you can safely delete the snapshot.
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The Maintenance tab in the Scale Brick Manager provides less-often used tools when managing your
Scale Cluster. Maintenance tools include enabling remote support, updating the firmware on your cluster,
shutting down individual nodes or the entire cluster, and registering your cluster with Scale Computing.

Remote Support

Scale Computing provides advanced remote support of all our clusters. This allows our tech support to
safely access your cluster to diagnose and resolve issues you may be having. Remote support is enabled
via a key-only encrypted tunnel to our secure remote support server. In order to enable remote support, you
will need to enter a Support Code provided by our technical staff. This code coincides with an identification
number in our ticketing system, and is used to track all interactions during a case.

Figure 7.1. Remote Support

B

M‘Q%

Dashboards Remote Support

Configuration

CIFS/NF5/ISCSI If a critical support issue arises, you have the

Replication option of giving a support engineer secure
remote access to your system for advanced

Maintenance troubleshooting and analysis. Please contact
Scale Computing at 877-SCALES59 and a tech

| Remote Support | support representative will walk you through

the process.
| Flrmware Update |

| shutdown Bricks | Support Code | Enable Remaote Support |

| Reglstration | | Disable Remote Support |

i

You will know when remote support is enabled by the green R in the upper right-hand corner next to the
Logout button. When this icon is present, remote support has been established with our server. At any
time, you can disable remote support by clicking on the Disable Remote Support button.

NOTE:By enabling *Remote Support* you are allowing Scale Computing tech support
access to your cluster, and giving your permission for Scale Computing engineers to
perform maintenance necessary to resolve your case.
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Firmware Updates

When you select the Firmware Update button, the cluster will check with Scale Computing to see if there
are any updates for your equipment. You can see your current firmware in the lower-left corner. When
updates are available, an Update Firmware button will appear in the Firmware Update screen.

Figure 7.2. Firmware Updates

Dashboards
Configuration
CIFS/NFS/ISCSI
Replication

Firmware Update

Maintenance
| Update Firmware |

| Remote Support |

| Firmware Update |

| Shutdown Bricks | Version 2.0.33

| Reglstration |

4

Firmware updates can be rolled out to a cluster with no down-time. New firmware is pushed out one node
at a time. Each node is brought out of the cluster safely, the firmware update applied, and then the integrity
of the node verified before it is allowed back into the cluster pool. The UI will present a dialog to the user
if any services may be interrupted by the firmware update. Scale Computing will coordinate with you in
the unlikely event that a firmware update requires a cluster to be taken out of service.

WARNING Microsoft’ iSCSI Initiators (version 2.08 and earlier) sometimes fail to re-
connect to an iSCSI target once it has been disconnected. If an update requires restarting
the iSCSI cluster component, Windows users may lose connectivity. In order to recon-
nect, you will need to restart the Microsoft iSCSI Initiator.

Shutdown Bricks

While Scale Computing nodes are designed and tested to handle unexpected power loss, the recommended
method for safely shutting down nodes in your Scale Cluster is through the Shutdown Bricks button in
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the Scale Brick Manager interface. Select the node you wish to shut down, and click the Shutdown Brick
button. You can optionally shut down the entire cluster by clicking the Shutdown Cluster button.

Figure 7.3. Shutdown Nodes

B

&Q%

RAstaans Brick Shutdown
Configuration
Ip Status
CIFS/NFS/ISCSI
Replication 10.101.100.151 Up
Maintenance 10.101.100.152 Up
10.101.100.153 Up

| Remote Support |

| Firmware Update |

| Shutdown Bricks |

| Reglstration |

| Shutdown Brick |

Entire Cluster Shutdown Cluster |

A

The Scale Cluster will continue to operate with individual nodes offline. However, until a rebalance is
complete, the cluster will be operating with only a single copy of some data. You should never shut down
more than one brick at a time, and then only if all remaining bricks are healthy. If you need to power
down more than one brick at a time, you should power down the entire cluster using the Shutdown Cluster
button. The cluster will still be functional, with full access to all of your data while one brick is off. If
more than one brick is turned off (other than shutting down the entire cluster with the Shutdown Cluster
button), then the clustered file system will unmount to protect your data from corruption, and will require
the intervention of Scale support to bring your cluster back online.

Register Your Cluster

Registering your cluster enables Scale Computing to provide accurate support and upgrades, and is im-
portant when calling our technical support facility. The registration page will appear in your Scale Brick
Manager interface the first time you long on. You can fill out your Contact information, as well as the
name of your Scale Cluster, and click the Register button.
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Figure 7.4. Register Your Cluster

Dashboards
Configuration
CIFS/NF5/ISCSI

Remaote Support

Firmware Update

Shutdown Bricks

Reglstration

Register Your Scale Cluster

Registering your product will allow support personnel
to rapidly respond to technical support issues. This
information is required to service the product in
accordance with your technical support contract.

Cluster ID

Company Name

Cluster Name

Technical Contact

Phone

Email

Reglster
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Chapter 8. Contact Support

If you do find yourself in need of help, do not hesitate to get in touch with us. Call +1-877-SCALE-59
(877-722-5359), and someone from our support team will be happy to help you. You can also email us
at support@scalecomputing.com [mailto:support@scalecomputing.com], or find us on the web at http://
scalecomputing.com.
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